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Abstract

Bayesian optimization (BO) has shown success as a framework to optimize func-
tions that are expensive to evaluate and noisy, such as hyperparameter tuning of
machine learning methods or optimizing robotic controllers. Robustness to noisy
observations (output noise) is well studied in BO literature and classical BO meth-
ods already provide robustness to it. This is not the case for robustness to input
noise, when the performed action deviates from the intended input. This requires
finding an stable solution where deviations from the intended input also provide
good solutions. In this paper, we combine an existing method to deal with input
noise: unscented Bayesian optimization with the use of stochastic policies for
data acquisition within BO. The synergy of both methods results in an improved
robustness and efficiency. Furthermore, they allow to build the first parallel and
robust Bayesian optimization method. These methods are evaluated in benchmark
functions previously used in the literature.

1 Introduction

Optimal decision making is critical in many applications in science and engineering, from control
problems to experimental design and process tuning. However, finding the optimal choice might not
be doable with classical optimization strategies, because the optimally might be defined in terms of
an unknown function, without gradient information, that requires to be evaluated on a trial basis and,
more importantly, those trials are expensive. They might require complex calculations or to perform
some physical experiment or modify a certain process. Thus, sample efficiency is fundamental.

Bayesian optimization is a classic optimization method [23] which has become quite popular recently
for being a sample efficient method of global optimization [17]. It has been applied with great success
to autonomous algorithm tuning [30, 11], robot planning [21], control [6, 9], reinforcement learning
[20], structural design [12], sensor networks [31, 14], simulation design [4], circuit design [33],
dynamical modelling of biological systems [35], etc. Bayesian optimization is the combination of
two ingredients: Bayesian analysis to extract information of the target function and optimal decision
making to carefully select the next trial. In fact, there is a connection in the way Bayesian optimization
search the space and how humans perform active search [3].

Bayesian optimization relies on a probabilistic surrogate model of the target function. In the original
formulation, this model is purely used for sample efficiency [17]. However, the model can also be
used for secondary tasks, such as, guaranteeing a minimum outcome [32], detect and remove outliers
[22] or provide a prior information [9].

Furthermore, the Bayesian analysis component is ideal for sequential data that can be easily incorpo-
rated in the model. However, for many application, trials can be performed more efficiently in parallel
or in a distributed manner. Many parallel methods for Bayesian optimization have been proposed
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in the past few years. The main idea of all those methods is to ensure that the parallel experiments
are well-distributed among the search space, which is problematic when we use a greedy approach
without adding new information between queries. Thus, some authors include artificially augmented
data by hallucinated observations [15, 30] or by combining optimization with some degree of active
learning in order maximize the knowledge about the target function [10, 8, 29] or by enforcing
diversity through heuristics [16].

The main contributions of the paper are:

• A new interpretation of our previous result on unscented Bayesian optimization for input
noise robustness as an integrated response method and a new formulation based on the
scaled unscented transform.

• Development of the first distributed Bayesian optimization algorithm with robustness to
input noise and nonstationary functions by using off-policy evaluations. These off-policy
evaluations result in an improved exploration and stability of the resulting optima.

The results are evaluated on benchmarks previously used in the literature for robust Bayesian
optimization.

2 Bayesian optimization

Bayesian optimization is an effective framework to optimize expensive functions efficiently. This is
achieved by using two distinct elements: a probabilistic surrogate model p(f) to learn the properties
and features of the target function from previous observations and, an acquisition function α(x, p(f))
that, based on the surrogate model, constructs an utility function that rates the potential interest of
subsequent queries. For the remainder of the paper, the discussion and results are based on the use of
a Gaussian process as the surrogate model and the expected improvement as the acquisition function
because they are the most commonly used in the literature due to their excellent performance in a
large variety of problems. However, the contributions of the papers are agnostic to the surrogate and
acquisition functions employed.

Formally, BO attempts to find the global optima of an expensive unknown function f : X → R
over some domain X ⊂ Rd using the least amount of evaluations of f . At iteration t, all previously
observed values y = y1:t at queried points X = x1:t are used to learn a probabilistic surrogate
model p(f |y1:t,x1:t). Typically, the next query xt+1 is then determined by greedily optimizing the
acquisition function in X :

xt+1 = arg max
x∈X

α (x, p(f | y1:t,x1:t)) (1)

although we will replace the greedy selection in Section 4.

Surrogate Model: As commented previously, the most common surrogate model is the Gaussian
process (GP). For the remainder of the paper we consider a GP with zero mean and kernel k :
X ×X → R with hyperparameters θ. The GP posterior model allows predictions at a query point xq
which are normally distributed yq ∼ N (µ(xq), σ

2(xq)), such that:

µ(xq) = k(xq)
TK−1y

σ2(xq) = k(xq,xq)− k(xq)
TK−1k(xq)

(2)

where k(xq) = [k(xq,xi)]xi∈X and K = [k(xi,xj)]xi,xj∈X+Iσ2
n. For the kernel, we have used the

Spartan kernel [20] which provides robustness to nonstationary function and improves convergence.
The use of the kernel is further explained in Section 3.

Acquisition Function: The expected improvement (EI) [24] is an standard acquisition function
defined in terms of the query improvement at iteration t and is defined as:

EIt(x) = (ρt − µt) Φ(zt) + σtφ(zt) (3)

where φ and Φ are the corresponding Gaussian probability density function (PDF) and cumulative
density function (CDF), being zt = (ρt − µt)/σt. In this case, (µ, σ2) are the prediction parameters
computed with Equation (2) and ρt = max(y1, . . . , yt) is the incumbent optimum at that iteration.
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Figure 1: Propagation of a normal distribution through a nonlinear function. The first order Taylor
expansion (dotted) only uses information of the function at the mean point to compute the linear
approximation, while the UT (dashed) approaches the function with a linear regression of several
sigma points. The actual distribution is the solid one. (Adapted from [36])

Hyperparameters: The GP formulation provides a nice closed-form computation of predictive
distributions. However, the kernel hyperparameters θ introduce nonlinearity and non-Gaussianity that
breaks the closed-form solution. In many applications of GPs, including Bayesian optimization, the
empirical Bayes approach is employed where a point estimate is used, resulting in an overconfidence
estimate of the GP uncertainty [28]. Instead, we use a fully Bayesian approach based on Markov chain
Monte Carlo (MCMC) to generate a set of samples {θi}Ni=1 with θi ∼ p(θ|y,X). In particular, we
use the slice sampling algorithm which has already been used successfully in Bayesian optimization
[30]. In this case, the resulting acquisition function has to be approximated by the Monte Carlo
counterpart:

EIt(x) =

N∑
i=1

EI
(i)
t (x) (4)

Initialization: During the first iterations, EI is known to be unstable due to lack of information
[17, 5]. Therefore, the optimization is initialized with p evaluations from a low discrepancy sequence,
like the Sobol sequence, before we start using the acquisition function to decide the location of the
next query.

3 Robust Bayesian optimization

Local robustness in optimization can be achieved by performing sensitivity analysis of the optimum
selection. In Bayesian optimization, this can be performed online thanks to the surrogate model.
Instead of selecting the point that optimizes a single outcome, we select the point that optimizes an
integrated outcome:

g(x) =

∫
X
f(x)p(x)dx (5)

where p(x) can be interpreted as a probabilistic representation of the local stability region or as safe
regarding input noise. That is, a region that guarantee good results even if the query is repeated
several times. This has been previously studied in the context of Bayesian optimization using the
unscented transformation [26, 7]. Input noise has also been addressed [2, 27], however the former
focuses on worst case scenarios of the input noise [2], while the latter is designed to find unstable
global optima despite input noise [27]. Thus, in this paper we use the unscented transformation [26].

Unscented transformation: The unscented transformation (UT) is a method to propagate prob-
ability distributions through nonlinear transformations with a trade off of computational cost vs
accuracy. It is based on the principle that it is easier to approximate a probability distribution
than to approximate an arbitrary nonlinear function [18]. The unscented transformation uses a
set of deterministically selected samples from the original distribution (called sigma points) and
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Figure 2: RKHS function, adapted from [1]. Depending on the sensitivity level of the application, the
best optimum can be on the left (x ∼ 0.1) or on the right (x ∼ 0.9). There is no universal optimum.

transform them through the nonlinear function f(·), as can be seen in Figure 1. Then, the transformed
distribution is computed based on the weighted combination of the transformed sigma points:{

x̄, x̄±
(√

(d+ γ)Σx

)
i

}
∀ i = 1 . . . d (6)

where (
√
·)i is the i-th row or column of the corresponding matrix square root and γ = α2(d+κ)−d.

The weight for the initial point is w0 = γ
d+γ and w(i) = 1

2(d+γ) for the rest. Note that, contrary to
the work of Nogueira et at. [26], we are using the the scaled unscented transform [19] to allow more
control on the stability region and avoid numerical issues. The parameters should follow κ ≥ 0 and
0 ≤ α ≤ 1. As pointed out by van der Merwe [36], we recommend a κ = 0 and α close to 1.

UT as integration: Although the unscented transformation was designed for propagation of proba-
bility distribution through nonlinear functions, it can be also interpreted as a probabilistic integration.
In fact, the unscented transformation with α = 1 and κ = 0 is equivalent to the three point Gauss-
Hermite quadrature rule [36]. While the Gauss-Hermite method computes the integral exactly under
the Gaussian assumption, it has an cost of O(nd) where n is the polynomial order of the function
in the region. Meanwhile the unscented transform, has a quadratic cost O(d2) for computing the
expected value [36].

UT for robust BO: The unscented transformation is used twice in our algorithm. First, it is used to
drive the search towards stable optimum by computing the unscented expected improvement (UEI).
However, there might be some cases where unstable optimum are found by chance. Therefore, we
further compute the unscented optimal incumbent (UOI) which selects the most stable optimum
among those predicted by the surrogate model.

In the context of Bayesian optimization with Gaussian processes, local robustness can also be obtained
by simpler heuristics such as enforcing a large length-scale hyperparameter on the kernel function.
This provides a kind of low-pass filter on the function, thus, hiding unstable optima. However, the
relationship between the length-scale and the sensitivity of the optima is not trivial. Furthermore, by
properly defining the input noise prior, our approach is able to choose the level of sensitivity. For
example, take the function from Figure 2, where the global optimum is on the right side, but the
most stable optimum is on the left side. Depending on the level of sensitivity or input noise of our
application, we might want to select one or the other. Thus, our optimization algorithm must be able
to find both optimum if needed. For that reason, we have incorporated the Spartan kernel [20] which
combines a local and a global kernel to allow better modelling of complex functions.

Spartan kernel: This composite kernel is the combination of a kernel with global influence with
several kernels with moving local influence. The influence is determined by a weighting function.
The influence of the local kernels is centered in a single point with multiple diameters, creating a
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Figure 3: Visualization of the interaction between BO nodes. We have 3 nodes: A and B, which are
already up and working; and C, a new node that we want to spin up mid-optimization. A and B only
need to broadcast their new queries and observations. C needs to be given all the previous queries
and observations up to the current instant t. Then it can resume its work in the same way as A and B.

funnel structure:

kS(x,x′|θS) = λg(x)λg(x
′)kg(x,x

′|θg) +

M∑
l=1

λl(x|θp)λl(x′|θp)kl(x,x′|θl) (7)

where the weighting function for the local kernel λl(x|θp) includes the parameters to move the
center of the local kernels along the input space. In order to achieve smooth interpolation between
regions, each region have an associated weighting function ωj(x), having the maximum in the
corresponding region j and decreasing its value with distance to region j [20]. Then, we can set
λj(x) =

√
ωj(x)/

∑
p ωp(x). The unnormalized weights ω are defined as:

ωg = N
(
ψ, Iσ2

g

)
, ωl = N

(
θp, Iσ

2
l

)
∀ l = 1 . . .M (8)

where ψ and θp can be seen as the center of the influence region of each kernel while σg and σl are
related to the diameter of the area of influence. Note that all the local kernels share the same position
(mean value) but different size (variance), generating a funnel-like structure.

For the local kernels, we estimate the center of the funnel structure θp based on the data gathered.
We propose to consider θp as part of the hyperparameters for the Spartan kernel, which also includes
the parameters of the local and global kernels, that is,

θS = [θg,θl1 , . . . ,θlM ,θp] (9)

In the experiments, we have used a single local Matérn kernel with automatic relevance determination
of the hyperparameters [28, 20]. The global kernel is also a Matérn kernel with the same prior on the
hyperparameters.

4 Off-policy evaluations

As a sequential decision making process, we can interpret BO framework as a partially observable
Markov decision process (POMDP) [34, 13]. In this interpretation, the state is the target function,
the action is the next query point, the belief is the surrogate model and the expected reward of each
action (Q-function) is the acquisition function value of each query. We can see that the BO policies
that can be found in the literature are spatially greedy, that is, they select the action or next query that
maximizes the acquisition function or Q-function.

In the reinforcement learning community, the stochastic policy was introduced to improve exploration
and increase the performance when the model is not accurate, as mismodelling errors might result
in a lack of convergence of greedy policies. Mismodelling errors are also common in Bayesian
optimization. First, selecting the surrogate model (GP, random forest, Bayesian NN...) and its internal
structure (kernel, mean function... ) introduce some assumptions that the target function might not
satisfy.
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Instead, we propose to use a stochastic policy such as the following Boltzmann policy (also known as
Gibbs or softmax policy):

p(xt+1 | y1:t,x1:t) =
eβtα(xt+1,p(f | y1:t,x1:t))∫

x∈X e
βtα(x,p(f | y1:t,x1:t))dx

(10)

This policy defines a probability distribution for the next query or action. Thus, the actual next query
is selected by sampling that distribution xt+1 ∼ p(xt+1 | y1:t,x1:t). This policy allows exploration
even if the model is completely biased. Furthermore, the sampling process of xt+1 can be done in
parallel, resulting in a fully distributed implementation of Bayesian optimization, as can be seen in
Figure 3. As commented before, this approach can be applied to any acquisition function or surrogate
model that can be found in the literature.

Sampling from the stochastic policy: Sampling from equation (10) is not trivial. The expected
improvement is highly multimodal with many large areas of low or zero probability between modes.
This is known to be problematic for MCMC methods and we found that even tempering methods,
such as parallel tempering [25] resulted in a poor performance. In practice, we found that, for small
dimensional problems as those typically found for BO, a mixture of Gaussians with different variance
as the proposal function and a fixed temperature using Metropolis-Hasting can be enough to get a
good distribution.

Distributed robust BO: Contrary to most parallel or batch BO methods which require of a central
node to keep track of the queries computed and deployed, our approach does not need a centralized
node. All the computation can be done in each node of the distributed system. Furthermore, for
optimal results, the nodes only need to broadcast their queries and observed values {xt, yt}, requiring
minimal communication bandwidth. In addition to that, communication can be asynchronous and
be even robust to failures in the network, as the order of the queries and observations is irrelevant.
Figure 3 summarizes the distributed architecture. Further details can be found in [13].

5 Results

In this section we describe the experiments performed to compare the performance of different
BO methods in the presence of input noise. We compare a vanilla implementation of Bayesian
optimization (Default-EI), the unscented Bayesian optimization (UBO-EI) and stochastic policies
applied to UBO (UBO-SP-EI). We also compared a 4 times batch parallelization version of stochastic
policies applied to UBO (UBO-SPx4-EI) to show that parallelization can be applied with minimal
performance impact. The main goal is to showcase how, using stochastic policies, we offer more
robustness to model inaccuracies without sacrificing performance from the optimization.

As discussed previously, all methods share the same configuration: expected improvement (EI) as the
acquisition function, a Gaussian process as the surrogate model with the Spartan kernel and MCMC
for the hyperparameters. The initial samples are taken from a Sobol sequence.

The performance of each method was evaluated in the following way: After every function evaluation,
we compute the best solution (the optimal incumbent or the unscented optimal incumbent) using the
observations and the model at that point in the optimization. Then, we simulate the effect of input
noise and stability at that best solution by performing 1000 Monte Carlo samples to compute the
average value.

First, we evaluate the methods on the synthetic functions used in Nogueira et al. [26]: the RKHS
function from [1] and a Mixture of 2D Gaussian distributions (GM). These functions have unstable
global optima for certain levels of input noise. This means that in order to locate the safe optima, we
need to model and take into account the input noise.

We also will use a 4D Michalewicz function, one popular test problem for global optimization because
its sharp edges a large number of local optima.1. Finally, we use the active learning for robot pushing
setup and code from [37]. The task is to perform active policy search for pushing an object towards a
designated goal location. The policy is 3D: the robot location (rx, ry) and the pushing duration tr.
This function has also been used previously for robust Bayesian optimization [2].

1From: https://www.sfu.ca/~ssurjano/optimization.html
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Figure 4: Average return of the best solution function until the corresponding evaluation for the
RKHS, Gaussian Mixture, Michalewicz and Robot Push benchmarks. In general, UBO is able to
find a more stable solution than the vanilla BO, resulting in a better average value. However, using
off-policy evaluations result in an improved stability even in the cases where UBO failed (Robot
Push). Off-policy evaluations also allow parallelized runs with a much lower walltime without a
penalty in performance.

Figure 4 shows the average results with 95% confidence interval of each method for multiple trials,
where each trial is performed on a budget of 40 function evaluations. Common random numbers
where used for all the methods. The following configuration were used for each function:

• RKHS: input noise is σ = 0.02, over 20 different trials and 5 initial samples.

• GM: input noise is σ = 0.02, over 20 different trials and 20 initial samples.

• Michalewicz: input noise is σ = 0.02, over 5 different trials and 30 initial samples.

• Robot Push: input noise is σ = 0.1, over 10 different trials and 10 initial samples.

We can see how the UBO-EI method usually performs better than the Default-EI optimization, as
UBO-EI does take into account the input noise to choose new queries (UEI) and to compute the best
solution (UOI). Besides, using stochastic policies alongside UBO (UBO-SP-EI) further improves the
performance over UBO-EI. We believe that this is due to stochastic policies inducing more exploration
through off-policy evaluations, improving the robustness to inaccurate models and allowing better
performance results on the long run.

For the Robot Push experiment, the UBO-EI methods does not perform better than Default-EI.
Nonetheless, it still shows how UBO-SP-EI off-policy exploration increases the performance of UBO
even when the base greedy method (UBO-EI) is not able to find a stable optima.
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In our experiments the parallel method (UBO-SPx4) provides a performance on par to the sequential
setting (UBO-SP), even though the parallel method only updates the model once every 4 function
evaluations (after each batch) while sequential methods update it after every function evaluation.
Thus, similar results can be obtained to those of UBO-SP with a much lower walltime.

6 Conclusions

In this paper, we propose the first distributed Bayesian optimization algorithm that offers robustness
to input noise and nonstationary functions with off-policy evaluations. First, we have presented a new
formulation and interpretation of the UBO algorithm. Second, we have combined the UBO algorithm
with other BO algorithms for nonstationary functions and parallelization using off-policy evaluations.
Furthermore, we have seen how the synergies of both methods result in an improved robustness over
the methods separately. This result further highlights our previous results on off-policy evaluations
that indicates that the ubiquitous greedy strategy in the Bayesian optimization literature can be
suboptimal in many applications. We also take advantage of the embarrassingly parallel nature of the
stochastic policy to enable parallel robust queries.
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